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Abstract. Managing the data generated by emerging spatiotemporal
data sources, such as geosensor networks, presents a growing challenge
to traditional, offline GIS architectures. This paper explores the development of an end-to-end system for near real-time monitoring of environmental variables related to wildfire hazard, called RISER. The system
is built upon a geosensor network and web-GIS technologies, connected
by a stream-processing system. Aside from exploring the system architecture, this paper focuses specifically on the important role of stream
processing as a bridge between data capture and web GIS, and as a
spatial analysis engine. The paper highlights the compromise between
efficiency and accuracy in spatiotemporal stream processing that must
often be struck in the stream operator design. Using the specific example
of spatial interpolation operators, the impact of changes to the configurations of spatial and temporal windows on the accuracy and efficiency
of different spatial interpolation methods is evaluated.

1

Introduction

Geosensor networks present a range of challenges to traditional GIS architectures, including dealing with large volumes of highly dynamic data and the inherent unreliability of such geosensor networks. Nevertheless, connecting geosensor
networks and web-GIS holds the potential for fine-grained monitoring in near
real-time of important environmental changes.
In the paper we explore the architecture of a research prototype, called
RISER, that uses geosensor networks and web GIS technologies to monitor environmental variables relevant to wildfire hazard. A key component of the architecture is the stream processing system, which provides a bridge between streaming
geosensor data and a traditional spatial database, generates real-time notifications, as well as performing real-time spatial analysis. The paper demonstrates
the potential of stream processing in this architecture through the example of
spatial interpolation.
The key contributions of this paper are: 1. the presentation of the architecture of our system, integrating stream-processing with a geosensor network and
web GIS technologies; 2. a detailed investigation of the design of stream processing operators for spatial interpolation; and 3. an empirical exploration of the
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characteristics of spatial interpolation operators that provide a suitable balance
between accuracy and efficiency.
Following a review of related literature connected with scalable and online
spatial algorithms (Section 2), Section 3 describes the architecture of the RISER
system, in particular highlighting the central role of the stream processing platform. Section 4 outlines the implementation of stream operators for online spatial
interpolation. Section 5 tests these operators with a large simulated spatial data
set, while Section 6 concludes the paper with a look at future work.

2

Background

The development of portable, low-cost, and power-efficient wireless sensor nodes
and sensors is enabling the widespread use of wireless geosensor networks [19].
Sensor networks typically consist of tens or hundreds of nodes continuously sensing their environment. In the future, these networks are expected to scale to
thousands or even millions of nodes.
Traditional GIS architectures are well-adapted for offline algorithms. In an
offline environment, an algorithm is expected to have complete information about
the input data to be processed. However, emerging data sources, such as wireless sensor networks, are much more suited to online processing. In an online
algorithm, the algorithm cannot know in advance what data it will receive, and
must instead deal with new data sequentially as it arrives [1]. Clearly, realtime geosensor networks require an online information processing environment,
accepting new data as it is generated. Conventional offline spatial algorithms
cannot always be easily adapted to an online environment, because of the computationally intensive nature of many spatiotemporal algorithms combined with
the need for generating results in real time [11].
Fundamental spatial algorithms are frequently computationally intensive. For
example, spatial interpolation methods such as thin plate spline [8] and Kriging [18] require the solution a large set of linear equations. Similarly, although
efficient database joins have been developed in the specific instances of object
tracking and spatial event detection [2,3,13], in general the problem of spatiotemporal joins remains computationally challenging in an online environment. Thus,
a key challenge for online spatial algorithms is scalability.
One approach to increasing efficiency that has a long history in GIS is parallelization [10, 14]. The challenge of parallelization is to identify a decomposition
of the computation that can be efficiently solved using a divide-and-conquer approach. This decomposition is frequently spatial, an instance of data parallelism.
For example, Nittel et al. [15] solved the online k-mean clustering problem for
spatial data by first dividing data into spatial subregions small enough to be
stored in the in-operator memory. Serial k-mean clustering is then conducted
over each subregion to obtain a set of weighted centroids. These are then recombined using a single, efficient pass of a weighted k-mean clustering. Data
parallelization is also used in [11], where source and target data points are divided using a uniform grid decomposition to efficiently compute an IDW (inverse
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distance weighting) interpolation. Our approach in this paper similarly uses a
uniform grid decomposition of source data points as a part of one of our interpolation operations.
An alternative to spatial decomposition is decomposition by task. For example, task decomposition schemes have been developed for IDW [5, 6, 17, 24] and
Kriging [9] spatial interpolation. These interpolation algorithms runs in parallel
for each target point in the surface. Thus, every target point in the surface is
interpolated with access to the whole source data, leading to an exact solution,
but no reduction in overall computational load. Combinations of task and spatial
decomposition are also possible (e.g., [7]).
Instead of parallelization, another possibility is to subsample the data streams,
reducing the computational overheads by computing with a smaller data set. Uniform (blind) sampling is simple and fast, but it does not take into account the
spatial and temporal characteristics of the data stream. Instead, Jin et al. proposed a spatial subsampling approximation to the k-mean clustering problem
in [12]. The algorithm first applies serial k-mean clustering to a small random
(blind) subsample from the original data set. Next, the algorithm iteratively
adds further data points from the complete data set to this initial subsample
based on proximity to the boundary of clusters. Dependent on the number of
iterations, the approach reduces both the time complexity and the accuracy of
the clusters produced, although the requirement to store the entire data set
does not change the space complexity. In a similar way, Ali et al. used stored
sensor data about past changes to estimate the likelihood that new data will
provide important information about monitored events [4]. The approach then
subsamples and prioritizes processing based on this estimate. Another important
area for subsampling strategies has been streaming trajectory data. Subsamples
may be based, for example, on whether new data strongly indicates a change
in the direction of movement of an object [21] or deviation from its expected
trajectory [23].
In this work, we apply ideas from both parallelization and subsampling in
the development of a stream operator for spatial interpolation in the context of
an online algorithm.

3

Architecture

The RISER project (resilient information systems for emergency response) aims
to develop new technologies and information systems capable of capturing, collating, and communicating timely and relevant information, even in the extreme
and unexpected circumstances surrounding an emergency. As part of this project,
a prototype system for real-time environmental monitoring of changes relevant
to wildfire hazard has been developed and deployed. The RISER system has
three main components:
– RISERnet: RISERnet is a redeployable research wireless sensor network
for monitoring environmental changes. The network currently consists of 70
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a. RISERnet geosensor mote

b. RISERview iPhone interface

Fig. 1. RISERnet wireless sensor mote in Olinda, Victoria (a) and RISERview webinterface to real-time sensor data (b).

wireless sensor motes (Libelium Waspmotes), with on-board sensors monitoring environmental parameters including temperature, humidity, soil moisture, solar radiation, wind speed and direction. The network has been deployed in wildfire-prone environments in Olinda, in Powelltown, and in Anglesea, in Victoria, Australia (Figure 1a). The motes are on average about
80m from their nearest neighbor. Different network topologies have been
adopted across the three sites. The Olinda network consists of 40 sensor
motes which were deployed on a 4 × 10 grid. In Anglesea, a star topology
was adopted. The Powelltown site has heterogeneous vegetation so an irregular deployment was used, in order to form a robust multi-hop mesh network.
The motes were distributed more densely in dense-vegetation regions, where
RF attenuation is higher. In sparse-vegetation regions, the motes are farther
from each other.
– RISERview: RISERview is a web-based interface to data from RISERnet.
The Leaflet-based map interface includes a timeslider to allow access to both
real-time and historical sensor data, as well access to detailed current and
historical data from individual nodes (Figure 1b).
– Middle-tier: The architecture middle tier is constructed from a PostGIS
spatial database for historical data storage and a stream processing system
for notifications, spatial analysis, and bridging the PostGIS spatial database
and the streaming sensor data.
The overall RISER system architecture is shown in Figure 2. Each geosensor
node in the RISERnet network captures data from its on-board sensors a regular
intervals (configurable, but by default every 15 minutes). Nodes communicate
real-time sensed data to on of four special gateway nodes (called Meshliums) via
a wireless (WiFi) multihop mesh network. Gateway nodes forward aggregated
data via a 3G WAN connection to the stream processing platform, implemented
in IBM InfoSphere Streams. The stream processing platform is discussed fur-
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ther in the following section. Amongst its functions the stream processing platform updates the PostGIS spatial database with new data tuples. In turn the
RISERview user interface presents current and historical data from stored in the
spatial database based on a Node.js server, a Leaflet map interface, and a D3.js
interface to the graphs of historical data at each node.

Notifications, alerts,
spatial analysis, ...
3G/GPRS
to Internet

WiFi
mesh
network
Gateway
(Meshlium)

Stream platform
(IBM InfoSphere
Streams)

Spatial
database
(PostGIS)

User interface
(Node.js, Leaflet,
D3.js)

Sensor Motes
(Libelium Waspmotes)

RISERnet

Middletier

RISERview

Fig. 2. RISER system architecture.

3.1

Stream processing

Stream processing systems are amongst the most familiar class of information
systems that adopt an online approach to information processing. In a stream
processing system, online algorithms are implemented as operators that can be
applied to dynamic, sequential input data sources (termed “streams”). Just like
a GIS, one can approach the architecture of a stream processing platform from
the perspective of the key functions of a spatial database: data capture, storage
and management, retrieval, and analysis.
Data capture Traditional databases are not well-adapted for frequent updates
and highly dynamic data (a challenge that some other areas, such as moving
object databases, have also faced [25]). In most spatial databases, the capture
of new data is a relatively infrequent operation, with data occasionally input,
for example, from stored spatial data files. By contrast, in stream processing
systems, data capture is continually occurring. Typically, such data consists of a
sequence of timestamped tuples, each containing a spatial reference (e.g., a point
or polygonal region), some measured observations (such as temperature or soil
moisture), and potentially an object identifier (e.g., the identity of the person
or vehicle to which that tuple refers). In stream processing, data steams are not
allowed to be blocked in any situation: the stream processing system must be
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ready to accept new data items at any time, even at uncertain and time-varying
rates.
Data storage and management In traditional databases, data once captured
can be restructured and managed at any time, for example through generation
of indexes. In stream processing systems, however, data once captured must be
managed “in motion” and input tuples may only be seen once at a stream’s input
port [16]. Thus, stream processing systems involve the design and definition of
a workflow, where data is passed through a sequence of stream operations as
it is received. Stream operations can include “split” (to split and send multiple
copies of the stream in parallel to different process); “filter” (to discard data
that does not meet some criteria); “aggregate” or “functor” (to perform some
processing operation upon the data, such as spatial analysis, below); as well as,
for example, storage in a traditional database for subsequent offline query and
analysis (cf. Figure 2).
Another key restriction of stream data storage and management is that the
order of input tuples is decided by upstream operators [16]. Thus, it is not
possible to rely on tuples arriving at an operator in the order of their timestamps.
The distinction is akin to the conventional distinction between valid time (the
time at which a change or observation occurred in the world) and transaction
time (the time when transaction involving a data item occurred in the database)
in temporal database systems [26]
Data retrieval Efficient retrieval of data is a key function of databases. A wide
range of ingenious spatial indexes, for example, ensure that complex and voluminous spatial data can still be retrieved efficiently from a spatial database.
However, because of the continuous and high rate of update of data streams,
an important challenge of stream processing systems is to make efficient use
of volatile (rather than persistent) memory. Thus a key restriction of stream
processing systems is that only a limited number of tuples can be saved in the
in-operator (volatile) memory [16]. Tuples that are not needed frequently can still
be stored and indexed in persistent database storage, and retrieved as required.
However, efficient and low-latency stream operations also typically require a
significant amount of data in volatile working memory.
Data analysis Finally, at the core of any stream processing system is its stream
operations: the online algorithms that enable efficient and accurate processing of
dynamic data. Just like a spatial database system, a spatiotemporal stream processing platform is expected to implement spatial data analysis functions, such as
computing geometric or topological spatial relations, performing network analysis, or spatial interpolation. The challenge of designing spatiotemporal stream
operators is to scale to large data volumes and high data rates, at the same time
as achieving low latency, near real-time execution [17]. Further, the results of
a stream operator should still be of comparable accuracy as the conventional
offline alternative [16]. Balancing the needs for both high scalability and high
accuracy is at the core of spatiotemporal stream operator design.
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Stream processing platform

RISER uses IBM InfoSphere Streams, a commercial stream computing platform
with a modular, component-based programming model. Developers are able to
build user-defined functions and operators with C++ and Java APIs, integrated
using InfoSphere Streams own Stream Programming Language (SPL). The platform offers specific functionality within a number of toolkits:
– SPL Standard toolkit: includes data source and sink operators, utility operators, and relational operators.
– Geospatial toolkit: offers a limited number of functions for spatial analysis
and supports different earth models (e.g., WGS84). Developers can define
point, line, and polygon objects; calculate the distance between two points
under different earth models (distance function); convert distance between
different unit systems; and determine whether an objected is contained in a
polygon object (isContained function).
– Database toolkit: provides a set of SPL operators that can integrate a stream
programs with most external database systems.
– Complex Event Processing toolkit: developers can define their own “patterns”
for events to detect and track.
– Mining toolkit: provides operators for data classification, clustering, regression, and associations.
– R-project toolkit: provides access to the R statistical computing environment.
– TimeSeries toolkit: facilitates time series data analysis on the InfoSphere
Streams.
In RISER, the stream processing platform forms the bridge between the
data streams emanating from the geosensor network and all the other uses of
these streams. For example, a notification service can easily be implemented as a
stream operator to immediately alert engineers when nodes or sensors appear to
have developed a fault (e.g., become non-responsive or generate spurious data),
or when sensor values go beyond predefined thresholds. The stream processing
platform also updates a conventional spatial database (PostGIS) as new data
from the sensor network is received, which in turn is used for the basic user
interface (RISERview, Figure 2). However, in the following section, we examine
the development of a suite of stream operators to perform online spatial analysis
on the sensor data streams.

4

Stream-based spatial interpolation operator

While the positions of sensor nodes in the field may be irregular (as described in
section 3), bushfire spread simulation tools, such as PHOENIX RapidFire [22],
require regular, gridded inputs. Hence in order to connect the RISERnet streams
to such tools, the measurements need to be interpolated spatially. Moving beyond using streams for simple notification and database update, a stream-based
interpolation operator was required for monitoring spatial change no only over
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the point locations of sensors, but interpolated over the whole monitored space.
The operator needed to be efficient, scaling to not only tens or hundreds of nodes,
but the thousands of nodes or more envisaged in future larger deployments.
Before exploring the performance of the interpolation operator, in the following section, In this section, we briefly outline the key design concepts used
in constructing the stream interpolation operator, with reference to two fundamental stream constructs: ports and windows.
4.1

Ports

A fundamental part of the anatomy of any stream operator are its input and
output ports. Input ports accept data from streams, as well as potentially other
sources (such as configuration parameters); the results of processing the input
streams itself produces one or more data streams, generated at the output ports.
Operators in InfoSphere Streams are composable, where the outputs of stream
operators can be connected to the inputs of other operators in a workflow (see
Figure 3).

Fig. 3. Polymorphic spatial interpolation operators embedded in RISER stream workflow.

Our stream interpolation operator is designed to support four common spatial interpolation algorithms: inverse distance weighting (IDW), natural neighborhood (NN), thin plate spline (TPS), and ordinary Kriging (OK). While these
spatial interpolation techniques differ widely in their specific algorithmic details,
from the perspective of a stream processing system they are structurally similar,
requiring two input ports and one output port (see Figure 3).
The first input port is configured to accept the source points for the interpolation (in our case, those data items from the geosensor network). The attributes
of these source tuples must include the coordinates and values at the source
points. The second input point accepts tuples describing the set of target (output) points for which data will be interpolated. These tuples contain simply the
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coordinates of the target points. The single output port outputs the interpolation results: the values interpolated at the target points based on the data from
the source points.
InfoSphere Streams allows stream operators to be polymorphic. Given the
commonality in underlying structure, all four spatial interpolation algorithms
were implemented within a single stream operator. The underlying code implementing each specific algorithm was written using a combination of Perl and
C++. A configurable parameter allows the underlying structure to be reused,
and the user to specify which of the four interpolation algorithms are required
at a particular time.
4.2

Windows

Another fundamental concept in stream operator design is windowing. For many
operations, including spatial interpolation, it does not make sense to process
each input data tuple individually, immediately it is received. Rather, incoming
data from a stream may need to be held in a buffer for a short while in order for
a stream operator to process a batch of recent data together. A port’s windowing
type and policy defines the characteristics of that buffer.
Temporal windows Temporal windows decompose data streams into discrete
units for processing. Two of the most common types of temporal window are
tumbling windows and sliding windows. A tumbling window has a flush policy, which specifies when the entire contents of the window is expunged. Thus,
streaming data is continually input into the window, until the flush policy is
triggered and the process begins again. A sliding window is akin to a FIFO list,
and is configured through a trigger policy and an eviction policy. When the
trigger policy is satisfied, the window generates an event to execute a function
on the tuples currently in the window. When the eviction policy is satisfied, the
window expunges old tuples from the window.
These policies can be count-based (e.g., dependent on the number of tuples in the window); time-based (e.g., dependent on the maximum difference in
timestamps between valid tuples in the window); delta-based (dependent on the
maximum difference in value between valid tuples in the window); or in the case
of tumbling windows punctuation-based (based on an “signal” from an upstream
operator that the window should be flushed). Although not all stream processing platforms implement all policy types, count-based and time-based policies
at least are common to any stream processing system (cf. [20]).
In the case of our spatial interpolators, the windowing type and policy has
a critical role in controlling the stream operator. The second input port (target
points) of the operator supports only punctuation-based tumbling windows. This
ensures as many target points as needed can be provided, and only explicit
punctuation by an upstream operator can cause the target points to be reset.
The first input port (source points) of our operator is configured as a tumbling
window, rather than a sliding window, since source points need to be processed
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once, as a set, once sufficient source data has been received from the stream.
This port supports any of count-based, delta-based, time-based, and punctuation
based tumbling temporal window configurations. When this port’s window is
flushed, an event is generated that causes the expunged set of tuples from the
window to be treated as source points for the chosen spatial interpolation. The
values at the target points are interpolated and submitted to the output port,
followed by a window marker punctuation to inform the downstream operators
that the most recent interpolation is finished.

Spatial windows Unlike temporal windows, InfoSphere Streams does not offer
native support for spatial windows. However, it was straightforward to develop
code for implementing four types of spatial windows—extent-based, distancebased, k-proximity, and tessellated spatial windows, after [20]—based on existing
functionality.
Distance- and extent-based spatial windows Distance-based windows filter out
data in the stream that is greater than some specified distance from a known
point. Extent-based spatial windows generalize distance-based windows by filtering out data in the stream that falls outside the extents of a defined region,
potentially of arbitrary shape. In practice, however, the region covered by an
extent-based spatial window must be able to be defined by an expression with
finite number of variables (such as a polygon).
In implementing distance- and extent-based spatial windows, a custom stream
operator was constructed using the distance and isContained functions native to the Geospatial Toolkit (distance-based and extent-based spatial windows,
respectively).
k-proximity spatial windows k-proximity windows are applied over the locations
in the stream, finding the k-nearest neighbors (kNN) for each of a set of input
seed points [20]. A k-proximity spatial window operator was implemented in a
similar way to the distance-based spatial window, with the addition of an efficient
k-nearest neighbors search algorithm (based on the nn-c library).
Tessellated spatial windows A tessellated spatial window operator is a generalization of an extent-based spatial window to a partition of space (such as a
grid). Thus the tessellated spatial window operator works in a similar fashion
to the extent-based spatial window. The key difference is instead of filtering out
tuples outside the defined extent, the tessellated spatial window operator adds
a new attribute to every tuple based on the ID if the region in which the tuple
is contained.
As we shall see, spatial windowing, and in particular tessellated spatial windows, play an important role in making spatial interpolation scalable in the cases
of OK (ordinary Kriging) and TPS (thin-plate spline) interpolation.
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Results

The spatial interpolation stream operators were successfully implemented, and
operate smoothly and in real-time upon the geosensor network data generated
by RISERnet. However, in order to provide a more rigorous test, the operators
were also tested on simulated data for two reasons: 1. simulated data allows us to
know the “true” surface and compare evaluate accuracy of different operator and
windowing options; 2. simulated data allows arbitrarily large sets of source data
points to be generated, where today’s real geosensor networks are still limited
in size to only tens or hundreds of nodes.
5.1

Experimental design

Simulated surface A dynamic temperature field was simulated using a mixture of
2,000 Gaussian functions. The signs of these functions obey a first-order binomial
distribution B(1, 0.5). The centers of the Gaussian functions are distributed
uniformly across the test area. The ranges of the Gaussian functions is a uniform
random number between 0.2 and 0.3. A snapshot of the temperature field is
shown in 4.
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Fig. 4. A snapshot of the “true” simulated surface to be interpolated.

Simulated network Further, up to 32,000 randomly distributed wireless sensor
nodes connected via a total of 16 gateways were assumed to be deployed across
the simulated testing area. Like a real sensor network, the simulated sensor nodes
formed a multi-hop mesh network and forwarded sensed data to their nearest
gateway (see Figure 5a, with gateways marked and subnetworks differentiated
using different colors). The input tuples to the stream interpolation operator
was generated by sampling this surface with data captured at these points by
simulated sensor nodes. As for RISERnet, the nodes and the subnetworks are
synchronized, with nodes reporting sensor readings to the associated gateway
periodically. The gateways then relay the readings to the stream system.
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Fig. 5. Simulated temperature field and wireless sensor network (a), along with subset
of dots of which the colours illustrate the subnetworks. Gateways are represented by
the circles with a cross.

However, geosensor networks are inherently unreliable. Nodes may occasionally fail to correctly generate or communicate data for a variety of reasons, and
data is frequently lost either in communication or at the source. Nodes further
from the associated gateway require more hops to relay a message, increasingly
the likelihood of data loss. To improve the realism of our simulation, the possibility of successful communication is also modeled as:


r2
P (r) = (1 − g) exp − 2 + g
(1)
2σr
where r is the distance from the node to the associated gateway, g = 0.1 is the
nugget, and σr = 0.25. Figure 5b shows an example realization of the subset
of successfully communicating nodes at one particular epoch. In practice, this
means approximately 30% of the data from the network is successfully received
by the stream processing operator at any one epoch. Thus for a network of 8,000
nodes, on average 2,500 data points may actually be received and processed at
any one epoch. This high level of attrition reflects the extremes of our practical
experience with real networks wireless geosensor networks like RISERnet, where
at any one epoch substantial proportions of data may be lost, even though over
time very large volumes of data are received.
Spatial windowing The computationally intensive nature of spatial interpolation
necessitated the use of tessellated spatial windows to partition the networks into
tractable subregions. Three different spatial partitions were tested, shown in
Figure 6: a regular grid; the Voronoi diagram, based on the locations of gateways
as seeds; and a customized scheme based on the Delaunay triangulation of the
gateway locations.
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Fig. 6. Three tessellated spatial window schemes: (a) uniform grid; (b) Voronoi diagram; and (c) Delaunay triangulation-based partition.

To aid comparison, the three partitions were designed with the same number
of elements in the partition (16). The grid-based decomposition is straightforward to generate. The Voronoi-based decomposition reflects the subnetworks.
The Delaunay-based triangulation explicitly combines data from different subnetworks. Later experiments will investigate the effects of the different windowing schemes.
5.2

Interpolation technique

Figure 7 depicts typical results from applying the different interpolation operators, in this case to a simulation with 8,000 sensor nodes (approximately 2,500
tuples points at each epoch). Figure 7a shows the mean processing time for our
stream operator to generate the output using the different interpolation methods
and Voronoi-based spatial windowing. Figure 7a shows the mean error (RMSE)
of the output generated, when compared with the original simulated surface.
As might be expected, the results show the NN and IDW interpolation
schemes are substantially faster to compute than TPS or OK, due to their lower
computational complexity. However, all interpolations could be computed in a
reasonable amount of time for a practical stream processing system, less than
25 seconds in the worst case, and less than one second in the case of NN or
IDW. As might also be expected, the increased efficiency of NN and IDW comes
at the cost of decreased accuracy. The benefit of using TPS and OK are that
the provide a better characterization of the surface. In practice, the best balance between efficiency and accuracy will depend on the specific application.
For example, in cases where the interpolated surface is required as an input to
a bushfire simulation system, higher accuracy interpolation is highly desirable,
due to the likely amplification of errors in the interpolated surface due to error
propagation. On the other hand, where the surface is required purely for visualization or real-time applications, more efficient but less accurate methods are
more appropriate, especially for larger geosensor networks.
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Fig. 7. Mean processing time (a) and error (b) for four interpolation techniques, based
on 8,000 sensor nodes (≈2,500 data points)

5.3

Scalability of Kriging

Taking Kriging as the least efficient interpolation method, further experiments
examined the balance of efficiency and accuracy of ordinary Kriging over the a
range of network sizes and spatial windowing options. Figure 8 shows the processing time and output RMSE for the OK stream operator for 625, 1.25K, 2.5K, 5K,
and 10K data points (i.e., 2K, 4K, 8K, 16K, and 32K sensor nodes). The Figure
clearly shows that the Voronoi tessellated spatial window scheme is consistently
the most efficient, outperforming either the uniform grid or the Delaunay-based
spatial windows. Conversely, the Voronoi scheme is consistent the least accurate,
outperformed by both uniform grid and Delaunay-based schemes. Statistical hypothesis tests confirm this observation in all cases at the 5% level, with the only
exception of the runtimes of the very smallest data sets (625 and 1.25K data
points).
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Fig. 8. Mean processing time (a) and error (b) for OK interpolation over 625, 1.25K,
2.5K, 5K, and 10K data points (2K, 4K, 8K, 16K, and 32K sensor nodes)
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The explanation for these differences comes from the structure of source
points within each cell of the tessellation. The nature of the Voronoi tessellation
means that in general the set of Voronoi cells tend to have a similar number
of source points. As a consequence, the performance of the stream interpolator
within each spatial window is similar. However, cutting across Voronoi cells,
the Delaunay-based tessellation tends to have rather more variable numbers of
source points in each window. The overall time taken for interpolation is limited
by the worst case of each individual spatial window, and hence the Delaunaybased tessellation tends to perform worst.
However, in terms of accuracy, the structure of the Voronoi cells means the
Voronoi boundaries tends lie in locations where there is least information from
the sensor nodes (because those nodes are necessarily furthest from the gateway,
and so more likely to suffer data loss). As a result, edge effects reduce the accuracy of interpolation across the Voronoi cells. Conversely, the Delaunay-based
triangulation cuts across Voronoi cells, averaging data from different subnetwork
in the interpolation, and reducing edge effects. In both cases, the grid-based decomposition provides and intermediate case between these two extremes.

6

Conclusions

In this paper we have showcased the RISER system, which combines data from
a redeployable geosensor network currently in a wildfire prone area of Victoria, Australia, with web-GIS technologies for data storage and presentation.
However, the inherently dynamic, voluminous, unreliable data from geosensor
networks demands the use of online processing methods, such as stream processing, rather than the offline, batch-based processing commonly used with GIS.
Thus, the overall system architecture has a stream processing platform at its
heart. The paper explores the characteristics of the stream processing core, as
well as the detailed design of a stream processing operator for spatial interpolation, implementing four different interpolation techniques. An brief empirical
exploration of the performance of this operator highlights the balance between
efficiency and accuracy that must be struck in stream-based interpolation. More
efficient interpolation techniques and spatial windowing structures tend to lead
to less accurate results, and vice versa.
Current work is investigating further the development of substantially more
efficient stream-based interpolation algorithms, for example, by taking advantage
of temporal autocorrelation in sensor readings. Future work will also investigate
a wider range of streaming spatial analysis operations, as well as investigating
other approaches to stream interpolation that may have a larger influence upon
the balance between efficiency and accuracy, such as stream subsampling.
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